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Abstract Parallel simulations at extreme scale require that the mesh is distributed
across a large number of processors with equal work load and minimum inter-part
communications. A number of algorithms have been developed to meet these goals
and graph/hypergraph-based methods are by far the most powerful ones. However,
the global implementation of current approaches can fail on very large core counts
and the vertex imbalance is not optimal where individual cores are lightly loaded.
Those issues are resolved by combination of global and local partitioning and an iterative improvement algorithm, LIIPBMod, developed in the previous study (Zhou et
al. in SIAM J. Sci. Comput. 32:3201–3227, 2010). In the current work, this combined
partition strategy is applied to the simulations at extreme scale with up to O(1010 )
elements and up to O(300K) cores. Strong scaling studies on IBM BlueGene/P and
Cray XT5 systems demonstrate the effectiveness of this combined partition algorithm.
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1 Introduction
Massively parallel simulations require that the mesh is distributed over a large number of parts with equal work load and minimum inter-part communications. Each part
is then assigned to a processor or core for the parallel simulation. For unstructured
meshes, graph/hypergraph-based algorithms are the most effective and powerful.
These methods model the computation and communication requirements of a simulation as a graph or hypergraph, and then typically apply multilevel heuristic strategies
to divide the graph/hypergraph into equally weighted subgraphs/hypergraphs [2–5,
8, 14]. In our work on parallel computations at extreme scale, some specific issues
with respect to the partitions obtained with graph/hypergraph-based procedures were
observed. We discussed these issues and the developed partition improvement algorithm, Local Iterative Inter-Part Boundary Partition Modification (LIIPBMod), to
work in conjunction with graph/hypergraph-based procedures to provide improved
partitions in [18, 19]. In this work, we employ this partition improvement algorithm
at extreme scale up to O(300K) processing cores and O(1010 ) elements. An important issue encountered in the application of graph/hypergraph-based procedures as
parallel simulations were being applied on 300,000 cores relate to the cost and reliability of applying parallel dynamic load balance over all cores using a graph of
entire distributed mesh, which is referred to as global partitioning. As core counts
increase, the quality of global partitions can degrade, as less information about mesh
is available to each core. It also addresses a reliability issue that arises in some current graph/hypergraph-based partitioner implementations that, in our experience, often fail for partitions requiring large number of parts (≥100K). Another important
issue addressed is related to the characteristics of implicit parallel mesh-based analysis procedure. The current finite element analysis, PHASTA, employs a stabilized
finite element method [16] along with a generalized-α time integration scheme [6]
which results in two primary work components, i.e., equation formation and equation solution. For both of the work components, a single consistent partition is used,
requiring no redistribution of data (details in [11]). These two distinct computationally intensive phases in each analysis step require load balance of different types of
mesh entities (elements and vertices). Graph/hypergraph-based partitioning uses one
type of mesh entities as graph nodes, thus, the balance of other mesh entities may
not be optimal. Some partitioners support multiconstraint partitioning, in which two
disparate entities can be balanced in one partition [3, 12]. But multiconstraint partitioning is not an effective solution for this partitioning problem, as relationships between mesh entities must be preserved within a part to have a valid partitioned mesh.
For example, where both elements and vertices (in the case of C 0 finite elements)
are considered, all mesh vertices associated with an element must be in the same part
as the element and, indeed, may exist in several parts as the support of neighboring
elements on different parts. Multiconstraint partitioners cannot guarantee appropriate
element support in their decompositions, nor can they account for the needed duplication of mesh vertices shared between parts. Partition improvement methods have
been developed [18, 19] to account for a balance of multiple entity types within a
single partition. The above issues are addressed in the current work by the combined
strategy of global and local graph partitioning plus the LIIPBMod algorithm.
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Section 2 discusses the partition methods employed in this paper to achieve balance at extreme scale. Section 3 demonstrates the effectiveness of the partition methods via scaling studies on three near-petascale systems, JUGENE (IBM BlueGene/P
system) at JSC, Intrepid (IBM BlueGene/P system) at ALCF, ANL and Kraken (Cray
XT5 system) at NICS. Section 4 concludes this study.

2 Methods
A partition
P is defined as a division of set V into subset V1 , V2 , . . . , Vk , such that

V = ki=1 Vi and Vi ∩ Vj = ∅, ∀i = j . Each Vj is a part. Two partitioning categories
are defined based on data provided to graph/hypergraph-based partitioner: global partitioning which considers both intra-processor and inter-processor graph edges, and
local partitioning which considers only intra-processor graph edges. Global partitioning considers the complete set of graph edges and nodes, and provides a balanced
partition with well controlled inter-part communication. On the other hand, local partitioning considers only the on-processor (intra-processor) graph edges and nodes,
without knowing the existence of graph nodes and edges on other processors. In this
case, partitioning is carried out independently on each processor, as a serial process,
which can be executed without performing processor-to-processor communication
[13]. Local partitioning requires much smaller computation times when compared to
global partitioning, especially for a partition with a large number of graph nodes or a
large number of parts, where a global partitioning implementation may fail. However,
as local partitioning is repeated, the quality of the partition will be decreased compared to global partitioning due to the compounding of imbalance in each step, since
a local partitioning step uses only limited graph information. Local partitioning is not
optimal, but provides good partitions that can easily be improved by iterative algorithms. Note, as discussed in [18, 19], the iterative algorithm also improves global
partitions. In this study, the global and local partitioning are used in a combined manner to achieve partitions at extreme scale, i.e., in the first step, the mesh is balanced
globally into an intermediate number of parts, m, and in the second step, each of these
m parts split independently to n parts, which gives m × n parts in total. In the final
step, the balance of the partition is improved by an iterative mesh entity migration
procedure.
When very large core counts are considered, problems are observed in the partitions obtained from the graph/hypergraph-based procedures. There is a number of
heavily loaded parts (based on mesh vertices), referred to as spikes; scalability (of
equation solution phase, hence the overall) is then limited by these spikes. The focus
of LIIPBMod is to eliminate the spikes that may exist. LIIPBMod reduces spikes by
migrating selected mesh entities from relatively heavily loaded parts to less loaded
neighboring parts. On heavily loaded parts, the mesh vertices on the inter-part boundary are traversed and the ones bounding a small number of elements are identified.
If the neighboring parts is lightly loaded, the whole “cavity” (all the adjacent elements to a selected vertex) is migrated to the neighboring part. Figure 1 explains the
algorithm using three distinct 2D examples for clarity. However, the procedure has
been implemented for 3D meshes. In each case, P0 is the part which has extra vertices (only partial meshes are shown on each part). The circled vertex has a small
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Fig. 1 Partition before and after
LIIPBMod, dashed lines are
inter-part boundaries

number of adjacent elements on P0 , which is 1, 2 and 3, respectively, in subfigures
(I)–(III) of Fig. 1(a). In each case, all the triangular faces (colored in gray) adjacent
to the circled vertex are moved from P0 to P1 , hence the number of vertices on P0
is decreased by one while raising the element count on P1 by 1, 2 and 3, respectively, in cases I, II and III. Partitions after applying LIIPBMod algorithm are shown
in Fig. 1(b). By this local inter-part boundary adjustment the vertex imbalance is improved while only modestly perturbing the good element balance. The procedure may
need to be repeated for several iterations to achieve the desired improvement to the
vertex balance. The fact that the iterative procedure looks at mesh adjacencies, not a
single graph view, allows it to account for more multiple criteria. For example, while
reducing the vertex imbalance, the iterative algorithm usually reduces the number of
vertices on inter-part boundaries as well [19]. In this study, LIIPBMod is employed
following global and local combined graph/hypergraph-based partition for extreme
scale computations. This combination (global and local plus iterative improvement)
is much faster and more efficient compared to global partitioning.

3 Results
In this section, an abdominal aorta aneurysm (AAA) model (see Fig. 2) is used
to study the partition improvement algorithm by using it in conjunction with
graph/hypergraph-based procedures, namely ParMETIS PartKWay [7, 9] and Zoltan
Parallel HyperGraph partitioner PHG [1]. For better vertex balance, the LIIPBMod
algorithm is applied to the partitions produced by ParMETIS and PHG on the AAA
model. The performance improvement, due to reduced vertex imbalance in the partitions, for finite element analysis (FEA) using a 3D unstructured mesh fluid flow
simulation code, PHASTA, is demonstrated as well. A Womersley velocity profile [17] is applied at the inlet and rigid vessel walls with no-slip boundary conditions are considered. At outlets a lumped parameter boundary condition [15] is applied. The computation is run for 20 steps. The scale factor s_factor is computed as
s_factor = time_mk × mk/(time_nk × nk), where mk is the base, and s_factor = 1.0
is ideal. In the next subsections, the time usage of the FEA solver along with scal-
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Fig. 2 Geometry and mesh of
an AAA model

ing factors on various meshes and compute systems (IBM BG/P and Cray XT5) are
reported.
3.1 AAA model with 1.07B elements up to 294,912 cores
This test case considers a 1.07B (where B denotes billion) non-uniform, anisotropic, tetrahedral element mesh created by applying mesh adaptation [10] on an AAA
model (see Fig. 2). The global (ParMETIS PartKWay) and local (PHG) partitioning
are combined to obtain different partitions with number of parts ranging from 4,096 to
294,912. The element and vertex imbalances up to 163,840 parts are reported in [19]
with FEA results from Intrepid (IBM BG/P system) up to the full system (163,840
cores). In this study, the strong scaling study is extended to the full system of JUGENE at JSC (294,912 cores), another IBM BG/P system and the near-full Cray XT5
system of Kraken at NICS (98,304 cores). The element imbalance is within 6% for
all the partitions with up to 294,912 parts. However, the vertex imbalance is getting
worse when the mesh is distributed to more and more parts. Each part of a globally
balanced (1.025% element imbalance) partition with 4,096 parts splitting to 72 parts
gives a partition with 294,912 parts in total. The element imbalance is 5.6%, but the
vertex imbalance is 43.7%, which indicates 43.7% more work to do on the part with
the highest number of vertices during the equation solution phase of the FEA. The
LIIPBMod algorithm reduces the vertex imbalance dramatically to 17% while increasing the element imbalance to 15%. Table 1 presents the time usage of the FEA
along with the scaling factors. It also compares the cases with and without using
LIIPBMod algorithm (4096 to 294,912 in Table 1). The equation solution phase is
accelerated by 12% (from 10.38 to 9.14 seconds) due to better vertex balance, while
the equation formation is slowed down a little from 5.54 to 5.82 seconds. The total
time usage of the FEA is reduced from 15.92 to 14.96 seconds and the scaling factor
is increased from 0.74 to 0.79. The time spent on the FEA is saved by 0.96 second
per 20 time steps, which means 78.6 cpu hours. In the real application, we usually run
thousands of time steps per cardiac cycle, e.g., 5000. By using LIIPBMod algorithm,
we save 78.6 × 5000 = 393,000 cpu hours per cardiac cycle in analysis. The time
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Table 1 Strong scaling results on an AAA model with 1.07B elements up to 294,912 cores on JUGENE
with and without LIIPBMod algorithm. LMod denotes LIIPBMod
1.07B element mesh

eqn. form.

num. of cores

time

4,096 (base)

390.17

4,096 to 294,912

5.54

eqn. soln.
s_factor

time

1

455.51

0.98

10.38

total
s_factor

time

1

845.68

0.61

15.92

s_factor
1
0.74

4,096 to 294,912 (LMod)

5.82

0.93

9.14

0.69

14.96

0.79

16,384 to 294,912

5.53

0.98

9.20

0.69

14.73

0.80

16,384 to 294,912 (LMod)

5.78

0.94

8.60

0.74

14.38

0.82

spent on LIIPBMod algorithm is 60.19 seconds on 4,096 cores (i.e., 68.5 cpu hours),
which is negligible compared to solver.
Starting with a 16,384 part globally well balanced partition and splitting each
part locally to 18 parts also gives 294,912 parts in total, but the quality of the partition (from the vertex point of view) is slightly better, with 5.1% element and 22%
vertex imbalance. The LIIPBMod algorithm reduces the vertex imbalance down to
4.9% while increasing the element imbalance to 12.7%. Last two rows of Table 1
(16,384 to 294,912) compares the time usage of the FEA on these two partitions.
With the partition improvement algorithm, a 0.82 scaling factor is obtained at the full
machine scale. It is also worth mentioning that 20 steps of implicit solve on 1B element mesh takes only 14.38 seconds with our best partition, which means only 0.72
second per step. Such a compression in time-to-solution is important for time critical
simulations, e.g., virtual surgical planning.
3.2 AAA model with 5.07B elements up to 294,912 cores
The tests in this subsection considers a mesh with 5.07B elements on the same AAA
model. The partitioning process starts with a globally well balanced mesh distributed
on 8,192 parts, then each part is split locally (PHG) for different partitions which
is followed by LIIPBMod algorithm to reduce vertex imbalance. Table 2 reports the
number of average elements and vertices per part along with imbalance ratios for
each partition before and after applying LIIPBMod.
Consistent with the previous example, when a fixed-size problem is distributed
to more and more parts, the elements are balanced well (below 6% all the way up
to 294,912 parts); however, the vertex imbalance is increased. When the mesh is
partitioned to 294,912 parts, the vertex imbalance is 18.8%. The LIIPBMod algorithm
reduces the vertex imbalance for all the partitions (see last two columns of Table 2),
with modest impact on element imbalance (columns 3 and 4 of Table 2).
The scaling study of the FEA is performed on JUGENE up to the full system
scale (294,912 cores) and on Kraken up to nearly full system scale (98,304 cores).
The same boundary conditions are applied in the simulation as the previous subsection and the analysis is performed for 20 steps. The time usage of the implicit
solver on partitions with LIIPBMod along with the scaling factors for both systems
are presented in Table 3. Figure 3 demonstrates the scaling factors on both systems.
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Table 2 The average number of elements and vertices of a 5.07 billion element mesh on an AAA model,
along with the element and vertex imbalance ratios before and after using LIIPBMod algorithm
5.07B element

element

elem. imb.

num. of parts

avg./part

PHG

LIIPBMod

vertex

vtx. imb.

avg./part

PHG

LIIPBMod

16,384

309,512

1.056

1.055

54,982

1.079

1.057

32,768

152,961

1.056

1.059

28,146

1.117

1.068

65,536

76,480

1.056

1.068

14,519

1.150

1.078

98,304

50,987

1.056

1.077

9,907

1.136

1.092

131,072

38,240

1.056

1.079

7,566

1.151

1.087

262,144

19,120

1.056

1.096

3,989

1.194

1.102

294,912

16,996

1.056

1.098

3,584

1.188

1.107

Table 3 Strong scaling results on an AAA model with 5.07B elements up to 294,912 cores on JUGENE
and up to 98,304 cores on Kraken with LIIPBMod algorithm. LMod denotes LIIPBMod
5.07B element mesh

eqn. form.

num. of cores

time

eqn. soln.
s_factor

time

total
s_factor

time

1009.94

s_factor

JUGENE (IBM BlueGene/P) at JSC
16,384 (base)

481.39

1

528.54

1

32,768

240.78

1.00

301.47

0.88

65,536

119.64

1.01

162.59

0.81

282.23

0.89

131,072

59.69

1.01

84.09

0.79

143.78

0.88

542.25

1
0.93

262,144

30.02

1.00

43.24

0.76

73.26

0.86

294,912

26.71

1.00

39.15

0.75

65.86

0.85

294,912 (no LMod)

26.28

1.02

44.23

0.66

70.51

0.79

Kraken (Cray XT5) at NICS
16,384 (base)

87.9

1

313.7

1

401.6

32,768

44.4

0.99

149.5

1.05

193.9

1
1.04

65,536

20.6

1.07

75.1

1.05

95.6

1.05

98,304

13.8

1.06

57.2

0.92

71.0

0.94

Equation formation phase scales perfectly all the way up to the full system scale
of both systems. A small degradation is observed for the equation solution phase at
high core counts (a 0.75 scaling factor for IBM BG/P system with 294,912 cores and
0.92 for Cray XT5 system with 98,304 cores). But the overall scaling factor is 0.85
on 294,912 cores on JUGENE and 0.94 on 98,304 cores on Kraken. On Cray XT5
system, we observed super-linear speedup at relative lower core counts (32,768 and
65,536 cores), when the average per core load is relative heavy for a fixed-size problem. This is due to better memory subsystem usage for smaller average per core load
(i.e., a fixed-size problem is partitioned to more parts). This issue is investigated in
[20] and an adjacency-based data reordering algorithm has been developed for better memory subsystem usage. With the reordering algorithm, we have given up the
passive super-linear speedup, but replaced it with something that is uniformly better.
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Fig. 3 Strong scaling factors on
an AAA model with 5.07B
elements on JUGENE and
Kraken. LMod denotes
LIIPBMod

However, to isolate the effect of partition improvement algorithm, data reordering
algorithm is not used in the current study.
It is also worth mentioning that it takes less time to run a same size problem on
Kraken than JUGENE when using the same number of processing cores, e.g., it takes
1009.9 seconds to solve the problem for 20 steps on 16,384 cores of JUGENE, while
it takes 401.6 seconds on the same number of cores of Kraken. However, the time
usage on JUGENE for equation formation is around 5 to 6 times of that on Kraken,
while the ratio is between 1.5 to 2.5 for equation solution. One possible reason is that
in the current study we have not optimized our program to take the fully efficiency
of BG/P system’s dual floating point unit for equation formation, while floating point
operations are more evenly optimized on the Cray XT5 system. The other secondary
reason is that the relative speeds of communication to computation on these two
systems are different. For example, on the partition with 16,384 parts, the pointto-point communication takes 20.4 seconds (2% of the total time on FEA) and the
collective communication takes 0.13 seconds (0.013% of the total time) on JUGENE.
Conversely, the point-to-point communication takes 25.0 seconds (6.2% of total) and
the collective communication takes 3.03 seconds (0.75% of total). Communications
are more dominated in the equation solution phase [11], therefore, communication
cost has a larger impact on this phase.
The effect of the partition improvement algorithm is also studied on this case.
On the partition with 294,912 parts, LIIPBMod reduced the vertex imbalance from
18.8% to 10.7% (see Table 2), with a modest impact on element imbalance (increased
from 5.6% to 9.8%). The equation solution phase is accelerated by 11.5%, i.e., time
usage is reduce from 44.23 to 39.15 seconds (compare last two rows of Table 3). The
equation formation stage is slowed down marginally by 1.6% (from 26.28 to 26.71
seconds) due to the increased element imbalance. The overall time usage is reduced
by 6.7% (381 cpu hours per 20 time steps), which increases the scaling factor from
0.79 to 0.85.
3.3 AAA model with 8.56B elements up to 131,072 cores
In this subsection, a larger mesh with 8.56B elements on the same AAA model is
considered. As before, the partitions are obtained by splitting each part of a globally
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balanced partition, with 16,384 parts, to multiple parts locally (PHG) followed by
LIIPBMod algorithm. Table 4 presents the average number of elements and vertices
per part for each partition along with imbalance ratios before and after the iterative
partition improvement. The same trend is observed as in the 5.07B case, i.e., as a
fixed-size problem is distributed to more and more parts, where elements are still
balanced well, the vertex imbalance is increasing. In this test, we terminated the LIIPBMod iterations when the vertex imbalance is lower than 5% and the algorithm
reduced the vertex imbalance for all the partitions down to 5%.
The scaling study is performed on Intrepid (IBM BG/P) and Kraken (Cray XT5)
and the same problem set up is employed as previous studies. The simulation involves 20 time steps. The time usage of the FEA solver along with scaling factors are
presented in Table 5. Again, we have linear speedup for equation formation on both
systems and a near perfect strong scaling on equation solution on IBM BG/P system.
On Cray XT5 system, we observed super-linear speedup for equation solution up to
the nearly full system scale (1.13 at 98,304 cores), due to the heavier per core load for
this case compared to the one with 5.07B element mesh. The overall scaling factor is
0.94 on Intrepid at 131,072 cores and 1.09 on Kraken at 98,304 cores. It also worth
mentioning that it takes only 5.4 seconds (98,304 cores on Kraken) to run one step of
implicit solve on a mesh with 8.56B elements.
Table 4 The average number of elements and vertices of a 8.56B element mesh on an AAA model, along
with the element and vertex imbalance ratios before and after using LIIPBMod algorithm.
8.56B element

element

elem. imb.

num. of parts

avg./part

PHG

LIIPBMod

vertex

vtx. imb.

avg./part

PHG

LIIPBMod

32,768

261,670

1.051

1.051

48,000

1.078

1.050

65,536

130,830

1.051

1.057

24,765

1.097

1.050
1.050

98,304

87,222

1.051

1.065

16884

1.102

131,072

65,417

1.051

1.066

12,897

1.107

1.050

294,912

29,074

1.051

1.098

6,104

1.142

1.050

Table 5 Strong scaling results on an AAA model with 8.56B elements up to 131,072 cores on Intrepid
and up to 98,304 cores on Kraken with LIIPBMod algorithm
8.56B element mesh

eqn. form.

num. of cores

time

eqn. soln.
s_factor

total

time

s_factor

time

s_factor

Intrepid (IBM BlueGene/P) at ALCF, ANL
32,768 (base)

393.03

1.00

528.91

1.00

921.94

1.00

65,536

199.62

0.98

284.36

0.93

483.97

0.95

131,072

100.89

0.97

145.3

0.91

246.19

0.94

Kraken (Cray XT5) at NICS
32,768 (base)

67.18

1.00

286.28

1.00

353.46

1.00

65,536

34.81

0.96

128.10

1.12

162.91

1.08

98,304

23.99

0.93

84.33

1.13

108.32

1.09
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4 Conclusions
In this study, we have applied the combined global and local partitioning with partition improvement algorithm, LIIPBMod, on unstructured meshes for simulations
at extreme scale. The combination of global and local partitioning strategy enables
the partition with 8.56B graph nodes into 294,912 parts. The quality of the partition
is further improved by LIIPBMod. The strong scaling studies are performed on two
IBM BG/P systems (JUGENE and Intrepid) and a Cray XT5 (Kraken) system. Near
ideal strong scaling factors are observed on IBM BG/P system up to 294,912 cores
(the full system scale of JUGENE) and on Cray XT5 system up to 98,304 cores (nearfull system scale of Kraken) due to the current partitioning approach. Such a strong
scaling provides dramatic compression in time-to-solution, and in turn allows us to
solve one implicit step of FEA on 1B element mesh within a second (in wall clock
time), which is very important for time critical simulations.
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